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ABSTRACT
The FPGA can be a tremendously efficient computa-

tional fabric for many applications. In particular, the per-
formance to power ratios of FPGA make them attractive so-
lutions to solve the problem of data centers that are con-
strained largely by power and cooling costs. However, the
complexity of the FPGA design flow requires the program-
mer to understand cycle-accurate details of how data is moved
and transformed through the fabric. In this paper, we ex-
plore techniques that allow programmers to efficiently use
FPGAs at a level of abstraction that is closer to traditional
software-centric approaches by using the emerging parallel
language, OpenCL. Although the field of high level synthe-
sis has evolved greatly in the last few decades, several fun-
damental parts were missing from the complete software ab-
straction of the FPGA. These include standard and portable
methods of describing HW/SW codesign, memory hierar-
chy, data movement and control of parallelism. We believe
that OpenCL addresses all of these issues and allows for
highly efficient description of FPGA designs with a higher
level of abstraction. We demonstrate this premise by ex-
amining the performance of a document filtering algorithm,
implemented in OpenCL and automatically compiled to a
Stratix IV 530 FPGA. We show that our implementation
achieves 5.5x and 5.25x better performance per watt ratios
than GPU and CPU implementations, respectively.

1. INTRODUCTION

FPGAs offer tremendous promise for applications in the field
of High Performance Business and Technical Computing,
such as financial modelling, scientific computation and data
analytics. It is estimated that over 20% of the entire server
market can be categorized in these areas. A recent report [1]
from International Data Corporation (IDC) examined the re-
quirements of high performance computing (HPC) data cen-
ters, and conducted a survey of the top constraints in expand-
ing current data center capabilities. From the results shown
in Table 1, it is obvious that power and cooling costs are the
key impediments of compute capability expansion.

One key finding of the IDC report was that the increas-
ingly power and cooling constrained environment of data
centers has led to the consideration of alternative technolo-
gies with higher performance per watt. In fact, the per-
formance-per-watt metric has become a key factor in eval-
uating the efficiency of data center solutions [2, 3]. These
alternative technologies include FPGAs, Graphics Process-
ing Units (GPUs) and many-core CPUs. The drawback of
using these technologies is that they require highly paral-
lel applications to realize full benefits. As a response, lan-
guages such as OpenCL [4], CUDA [5], and OpenMP [6]
have evolved to ease the difficulty of creating parallel appli-
cations.

Traditionally, none of these languages were available to
create designs for FPGAs. Designing for FPGAs required
intimate knowledge of HDL and the underlying architec-
ture of the device. The barrier to FPGA adoption was ex-
tremely high as it was only suitable for expert hardware
designers. Although FPGAs have demonstrated impressive
performance to power results in many application domains,
they are often overlooked as a computational platform due
to the complex design flow.

However, a newly announced tool, Altera’s OpenCL Com-
piler (ACL), targets OpenCL [7] at FPGA architectures in
order to make application development significantly easier.
OpenCL is a platform-independent standard where data par-
allelism is explicitly specified. It is based on ’C’ and con-
tains extensions to specify parallelism and memory hierar-
chy. The application, shown in Figure 1, is composed of
two sections: the host program, and the kernel. The host
program is the serial portion of the application and is re-
sponsible for managing data and controlling the overall flow
of the algorithm. The kernel program is the highly parallel
part of the application to be accelerated on a device such as
a GPU or an FPGA.

The advantage of working with OpenCL is that the same
code can be easily targeted to different platforms for per-
formance comparisons. Although the implementation still
needs to be tuned and adapted to each platform to gain op-
timal performance, the evaluation process is much simpler.

SAADAMS
Typewritten Text

SAADAMS
Typewritten Text

SAADAMS
Typewritten Text
©2013 IEEE



Average Response (on a scale of 1 to 5) Government Industry Academia All Sites
Supplying sufficient additional power 4.1 3.8 4.1 4.0
Supplying sufficient additional cooling 4.0 4.3 4.1 4.1
Providing sufficient additional space 2.6 2.6 2.3 2.5
Technical challenges of ”green” system or data center design 2.4 2.7 3.0 2.7
Finding sufficient additional funding 4.0 3.1 3.3 3.5
Other 4.0 5.0 2.0 3.7

Table 1. HPC Data Center Constraints [1]
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__kernel void
sum(__global float *a,
__global float *b,
__global float *y)  {

int gid = get_global_id(0);
y[gid] = a[gid] + b[gid];

}

main() {
read_data( … );
manipulate( … );
clEnqueueWriteBuffer( … );
clEnqueueNDRange(…,sum,…);
clEnqueueReadBuffer( … );
display_result( … );

}

Fig. 1. OpenCL Programming Model

Portability is key for data center customers who need quick
ways of targeting the same application at different architec-
tures to choose the best performance-to-power point.

There has been a long history of tools which convert
’C’ implementations to FPGAs [8, 9, 10]. Our OpenCL
compiler builds on all of these previous efforts and offers
4 unique benefits:

• OpenCL is a standard language which allows pro-
grammers to target the same code at different plat-
forms. Traditionally, ’C’-to-FPGA compilers have used
non-standard pragmas that do not allow code to be
easily ported to other parallel platforms.

• OpenCL is explicitly parallel. High performance ap-
plications tend to require large amounts of parallel
computation. By providing a mechanism to express
parallelism in an application, it eases the burden of
automatic compilation tools which attempt to extract
parallelism from a sequential description. Tools such
as FCUDA [11] attempt to leverage the parallel na-
ture of NVIDIA’s CUDA-C language to create FPGA
mappings; however, a heavy use of pragmas to guide
the FPGA implementation is a drawback.

• Explicit data movement and memory hierarchy descrip-
tions are integral parts of an OpenCL application. Of-
ten, the greatest difficulty in creating an application
for FPGAs is the management of movement of data to
the circuitry performing the actual computation. This
is especially true when dealing with large data sets
that must be stored off-chip and transferred back and
forth to a host computer.

• Specific OpenCL supported FPGA boards are targeted
by the OpenCL-to-FPGA compiler. This enables the
compiler to have information about the target board
and external interfaces and to automatically create the
interfacing logic needed to communicate with SDRAM
and host interfaces such as PCI Express. Using this
methodology, targeting OpenCL at an FPGA is as sim-
ple as plugging in a supported board and using the
compiler toolkit.

This paper is organized as follows. We first provide a
brief background on Altera’s OpenCL-to-FPGA compiler.
Next, we describe a case study of a document filtering algo-
rithm which is representative of emerging data center work-
loads with unstructured data. An OpenCL implementation
of this algorithm is described and performance comparisons
of CPUs, GPUs and FPGAs are shown. Finally, we provide
concluding remarks and a description of our future research.

2. ALTERA’S OPENCL COMPILER (ACL)

At a high level, Altera’s OpenCL Compiler [7] translates an
OpenCL kernel to hardware by creating a circuit which im-
plements each operation. These circuits are wired together
to mimic the flow of data in the kernel. For example, con-
sider a simple vector addition kernel shown in Figure 2. This
kernel describes a simple ’C’ function where many copies
of this function conceptually run in parallel. Each paral-
lel thread is associated with an ID (get global id(0))
that indicates the subset of data that each thread operates on.
For brevity, we do not include a detailed discussion of the
OpenCL programming model. The interested should refer
to [4].

Load Load

+

Store

__kernel void
sum(__global const float *a,
__global const float *b,
__global float *answer)
{
int xid = get_global_id(0);
answer[xid] = a[xid] + b[xid];
}

Fig. 2. Vector Addition FPGA Implementation

The translation to hardware will result in the high level
circuit structure shown on the right side of Figure 2. The



loads from arrays A and B are converted into load units
which are small circuits responsible for issuing addresses to
external memory and processing the returned data. The two
returned values are fed directly into an adder unit responsi-
ble for calculating the floating point addition of these two
values. Finally, the result of the adder is wired directly to a
store unit that writes the sum back to external memory.

The most important concept behind the OpenCL-to-FPGA
compiler is the notion of pipeline parallelism. For simplic-
ity, assume the compiler has created 3 pipeline stages for the
kernel as shown in Figure 3. On the first clock cycle, thread
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Fig. 3. Example of Pipeline Parallelism

0 is clocked into the two load units. This indicates that they
should begin fetching the first elements of data from arrays
A and B. On the second clock cycle thread 1 is clocked in
at the same time thread 0 has completed its read from mem-
ory and stored the results in the registers following the load
units. On cycle 3, thread 2 is clocked in, thread 1 captures
its returned data, and thread 0 stores the sum of the two val-
ues that it loaded. It is evident that in the steady-state, all
parts of the pipeline are active, with each stage processing a
different thread.

Figure 4 shows a high level representation of a com-
plete OpenCL system containing multiple kernel pipelines
and circuitry connecting these pipelines to off-chip data in-
terfaces. In addition to the kernel pipeline, ACL creates in-
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Fig. 4. Altera OpenCL Hardware System

terfaces to external and internal memory. The load and store
units for each pipeline are connected to external memory
via a global interconnect structure that arbitrates multiple
requests to a group of DDR DIMMs. Similarly, OpenCL

local memory accesses are connected through a specialized
interconnect structure to onchip M9K RAMs.

3. DOCUMENT FILTERING

In this section, we explore how OpenCL can be used to ex-
press a document filtering algorithm. Document filtering
involves looking at an incoming stream of documents and
finding the ones that best match a user’s interest. An exam-
ple of such a system would be the use of a filtering mecha-
nism which monitors news feeds and sends relevant articles
to a user’s email account. In general, this application is an
example of performing analytics on unstructured data such
as text files, HTML pages, emails, and video files. It has
been estimated that up to 80% of all relevant data for busi-
nesses is in unstructured form [12].

In [13, 14, 15], it was illustrated that FPGAs can offer
compelling advantages for document filtering in terms of
performance and power. We briefly review the basics here.
The algorithm, illustrated graphically in Figure 5, attempts
to find the best matching documents for a specific search
profile. The search profile is the filter which matches docu-
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Fig. 5. Unstructured Search Algorithm

ments against the user’s topic of interest. To this end, each
document is reduced to a set of words, and the frequency
of appearance of each word in the document. Each term-
frequency pair (ti, fi) in the document is represented as a
32-bit integer, with a 24-bit term ID, and a 8-bit frequency
of occurrence. Terms are generally words in the document.
A 24-bit ID allows for a vocabulary of over 16 million terms.
The search profile consists of a smaller set of terms, and a
weight for each term specifying its relative importance in
the search profile. The weights consist of a 64-bit number
in fixed point representation. To perform an unstructured
search, a score is computed for every document to determine
its relevance to the given profile.

Score(Doc) =
∑

ti∈Doc

fi ∗ w(ti) (1)



3.1. OpenCL Implementation

A high level picture of the overall system is shown in Fig-
ure 6. Data is typically acquired using front-end processing
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Fig. 6. High-level Architecture of Document Filtering

which aggregates several feed sources and adds documents
to a database whose content is changing rapidly. Document
scoring evaluates a database of documents against numerous
static profiles to find the documents that best match the pro-
file criteria. Once the documents have been matched, this
information must be presented back to the user in a format
which is easy to digest. Generally, the end-to-end time of
this entire process needs to be under 1 second [16]. In this
work, we focus only on the document scoring portion of the
entire system as this must be highly efficient in order to meet
the latency requirements.

As in previous works [15], we assume that documents
have been converted to the (ti, fi) bag-of-words format and
focus only on the document scoring portion of the algorithm.
To implement the scoring, we construct a kernel written in
OpenCL. Without considering any device-specific optimiza-
tions, we structure the data in the following way:

• Documents are stored in the (ti, fi) format and ar-
ranged in consecutive 32-bit words in a large global
(off-chip) memory. This document buffer is named
termFreq.

• Supporting arrays which hold the starting index and
number of terms for each document are used to index
into the large document buffer.

• The search profile is stored as a set of weights in a
non-sparse format as described in [15]. This buffer is
named the profileWts array. Initially the weights of
all 16 million possible terms are set to 0. Then, the
terms relevant to the search profile are set to appropri-
ate weights. Typically profiles are small (16K entries)
in comparison to the size of the entire vocabulary.

Our initial implementation is to create a kernel which
launches 1 parallel thread per document. For each term in
the document, we multiply its frequency of occurrence with
the weight in the search profile. This is added to a running
sum. This kernel is shown in Figure 7.

This simple implementation provides a working solu-
tion. However, it lacks memory bandwidth efficiency.

k e r n e l vo id computeScore (
unsigned∗ t e rmFreq , ulong∗ p r o f i l e W t s ,
unsigned∗ d o c S t a r t ,
unsigned∗ docNumTerms , ulong∗ p r o f i l e S c o r e ) {
unsigned f i r s t t e r m = docBeg ins [ g e t g l o b a l i d ( 0 ) ] ;
unsigned num terms = docNumTerms [ g e t g l o b a l i d ( 0 ) ] ;
ulong my score = 0 ;

f o r ( unsigned i = 0 ; i < num terms ; i ++) {
unsigned c u r r e n t r y = wordFreq [ f i r s t t e r m + i ] ;
unsigned t e r m i d = c u r r e n t r y >> 8 ;
unsigned f r e q u e n c y = c u r r e n t r y & 0 x 0 0 f f ;

my score += p r o f i l e W t s [ t e r m i d ] ∗ ( ulong ) f r e q u e n c y ;
}
p r o f i l e S c o r e [ g e t g l o b a l i d ( 0 ) ] = my score ;

}

Fig. 7. OpenCL implementation

Both GPU and FPGAs benefit from memory coalescing
when consecutive threads access consecutive address loca-
tions. As described earlier, the functional units correspond-
ing to memory loads and stores are pipelined and input one
thread per clock cycle. When consecutive threads access
consecutive memory addresses, these units can optimize the
external memory access by buffering these threads and mak-
ing a large burst request for many threads of data. This type
of access pattern is extremely favorable for DDRx memo-
ries, but cannot be performed with this implementation.

Secondly, the access to the profileWts array is mostly
wasteful. Most entries are 0 and the random nature of the
accesses is poor for DDRx memories.

3.2. Coalescing Optimization

To address the memory coalescing inefficiencies of the ini-
tial implementation, we issue a group of threads of size Num-
Threads that will operate on the same document. Thus,
each thread will process a fraction of the terms in the doc-
ument. Note that there are still multiple groups of threads
working on the entire collection, with each group allocated
to a different document. This type of division is known as
an OpenCL Workgroup. Furthermore, instead of partition-
ing the document into NumThreads isolated sections, we
rewrite the kernel so NumThreads consecutive elements
are processed in each iteration of the ’for’ loop. This is
demonstrated in Figure 8.

In Figure 8a, each thread works on an unrelated docu-
ment as in our initial implementation. This type of memory
access is impossible to coalesce into burst requests. How-
ever, if we restructure thread access to Figure 8b, the threads
t[0..2] work as a group, and work on consecutive elements in
memory. This can be coalesced into more efficient memory
accesses. Note that because threads are working on subsec-
tions of the document, they must synchronize and perform a
parallel reduction to compute the final score.
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3.3. Bloom Filter

As mentioned in Section 3.1, a significant source of memory
bandwidth waste is the read access to the profileWts ar-
ray. One way to reduce access to this array is to prepopulate
a type of filtering mechanism often referred to as a Bloom
Filter. For each term ID present in the profileWts array
that has a non-zero weight, we compute two hash values
from it on the host. We then insert the computed values into
the Bloom Filter as seen in Figure 9. Then, during kernel

0 0 1 0 0 0 1 0 0 0 0

hash1 hash2

0

Fig. 9. Bloom Filter

execution, the two hash values are computed for every term
ID present in the document. We look up these hash values
in the Bloom Filter. If either hash value is not present, it
means that the word ID is not in the search profile. If both
hash values are found, we will perform a memory access to
the profileWts array. It is still possible for false positives
to occur leading to wasteful accesses to external memory;
however, probabilistic analysis [14] can be used to reduce
the false positives rate to acceptable levels. Generally, the
larger the bloom filter is, the fewer false positives occur. In
this work, we limit ourselves to two hash values with a sim-
ple structure:

Vhash1 = termID � 6

Vhash2 = termID & 0x3FFFF

In this example, we use the upper 18-bits and lower 18-bits
of the 24-bit term ID as hashing functions. The overlapping
bits aid in lowering the occurrence of false positives, at the
expense of more storage required by the bloom filter. In this
case, the bloom filter requires 32K-bytes of storage; how-
ever, we customize the size of the filter to best values for
each targeted architecture.

One advantage of working with OpenCL is that the de-
signer can focus more on the implementation of the algo-
rithm itself, rather than FPGA-specific optimizations. We
were able to experiment with many hashing functions to de-
termine their effectiveness, without having to worry about

RTL-level design. Similarly, this algorithm can be easily
ported to a GPU and modified with a different bloom filter
size that may be more suitable for its architecture.

4. RESULTS

To evaluate the efficiency of the Altera OpenCL-to-FPGA
compiler, we implemented the document filtering algorithm
on 3 promising HPC platforms: multi-core CPU, GPU, and
the FPGA. First, the Intel Xeon W3690 processor is used to
evaluate the multi-core CPU platform. This high end proces-
sor features 6 cores running at 3.46 GHz, plus hyperthread-
ing. For the GPU representative, we selected the NVIDIA
C2075 Fermi GPU. For the FPGA implementation, we use
the Terasic DE4 board with a Stratix IV-530 FPGA. Details
of selected platforms are shown in Table 2. The Intel pro-
cessor is at a more advanced process node and has a size-
able cache available. Although the Stratix IV FPGA and the
Tesla C2075 GPU use the same 40nm process, the GPU has
more than 10x the memory bandwidth of the FPGA with
10x the power consumption. It should be noted that while
the GPU and FPGA power include the power consumption
of main memory, the multi-core CPU power does not.

4.1. Experimental Data Generation

To test our document filtering algorithms, we used method-
ology similar to [15]. We created a statistical model with the
approximate characteristics of the USPTO patent database.
Specifically, the created documents have an average of 350
unique terms and average length of approximately 2K terms.
256K documents were created with this general distribution.
Our profile test case was randomly constructed with 16K en-
tries. The probability of a document term matching a non-
zero entry in the profile was determined as 8.0e-4. This is
slightly higher than the work in [15], but it represents a more
difficult case for our study as more data must be fetched
from the profileWts array.

To evaluate each implementation, a number of exper-
iments are conducted to determine the best configuration
for a given platform. When reporting the final result on
each platform, we have made every effort to ensure that the
OpenCL code has been tuned in appropriate ways to fully
utilize each targeted architecture. The performance is mea-
sured in million terms per second (MT/s). This performance
is then divided by the corresponding board power reported
in Table 2 to compute the performance-per-watt measure-
ment. This is expressed as million terms per joule (MT/J) in
the results below.

4.2. Multi-Core CPU Results

We first implement the OpenCL document filtering algo-
rithm on a multi-core Xeon W3690 CPU. Table 3 shows



Test Platform Representative Process Memory Cache Board
Bandwidth Size Power

Multi-Core CPU Intel Xeon W3690 32nm 32 GB/s 12 MB 130W
GPU NVIDIA Tesla C2075 40nm 144 GB/s 768 KB 215W
FPGA Altera Stratix IV 530 40nm 12.8 GB/s none 21W

Table 2. Specifications of Platforms Under Test

the effect of various parameters on the performance of the
application. We denote NumThreads (the number of par-
allel threads processing each document section) as T in the
table. We also indicate the parameters of the bloom filter as
its size was varied between 32k and 128k. The best CPU re-

Configuration MT / s MT / J
T=1, no bloom filter 196.3 1.5
T=1, bloom filter (32k) 1613.5 12.4
T=1, bloom filter (64k) 2070 15.9
T=1, bloom filter (128k) 1717 13.2
T=2, bloom filter (64k) 1949 15.0
T=4, bloom filter (64k) 442 3.4

Table 3. CPU Results

sults occur with NumThreads = 1. This indicates that the
CPU favors the pattern where each thread works on one doc-
ument. Intuitively, this makes sense because each core can
use its local cache to keep portions of the document being
processed totally on-chip. Similarly, we notice that the use
of a bloom filter significantly helps the results as the filter is
small enough to be held in cache memory. A bloom filter of
size 64K seems to be the optimal point of filtering accesses
to the profileWts array while being small enough to be in
cache memory.

The best result for the CPU is 2070 million terms per
second (MT/s). The CPU power is 130 Watts and leads
to a performance-to-power ratio of 15.9 million terms per
joule.

4.3. GPU Results

Our next OpenCL implementation platform is the Graph-
ics Processing Unit. GPUs are highly optimized processors
known for their computational power in graphics manipula-
tion. While general-purpose processors are optimized to re-
duce latency, the GPU is designed to maximize application
throughput. To achieve this, GPUs process tens of thousands
of threads in parallel on an array of computing units. GPUs
also features hardware support to context switch between
groups of threads if the current set of threads are stalled
waiting for global memory access. This allows computing
units to perform useful work and hide memory access laten-
cies. An example of the GPU Fermi architecture is shown in
Figure 10. The building block of the GPU is the Streaming

Multiprocessor (SM). It contains 32 floating-point comput-
ing units, or Stream Processors (SP), and 4 special func-
tion units for transcendental calculations. Because a group
of threads often work together on the same set of data, the
SM features local memory shared between threads as well as
caches so that fewer global memory accesses are necessary.
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Fig. 10. Fermi GPU Streaming Multiprocessor [17]

The results of the document filtering algorithm on the
GPU are shown in Table 4. As before, we vary OpenCL
parameters and add an additional dimension of the OpenCL
memory space used to store the bloom filter. These memory
spaces are defined by the OpenCL standard [4]. For exam-
ple, constant memory is used to hold lookup table data on
the GPU; however, when each thread accesses different lo-
cations it may not be efficient. Local memory is typically
used for high bandwidth scratchpad computations; however,
this memory needs to be explicitly loaded from off-chip be-
fore it can be used. Thus, there must be enough computation
on the scratchpad to justify the overhead of preloading this
memory. The global memory space refers to off-chip GDDR
memory. It appears that this is the most efficient option for
the GPU in this case as the bloom filter can placed into the
L1 and L2 caches of the GPU. Notice also that there is a
sweet spot in terms of the optimal number of threads. This
is because for short documents, we may spawn more threads
than there is work to perform.

The best results for the GPU is 3240 MT/s. The board
power of the C2075 is 215 Watts and leads to a performance-
to-power ratio of 15.1 million terms per joule.



Configuration MT / s MT / J
T=128, no bloom filter 671 3.1
T=128, bloom filter (32k, constant) 1138 5.3
T=128, bloom filter (32k, local) 501 2.3
T=128, bloom filter (32k, global) 2499 11.6
T=64, bloom filter (32k, global) 2196 10.2
T=256, bloom filter (32k, global) 2381 11.1
T=512, bloom filter (32k, global) 1695 7.9
T=128, bloom filter (64k, global) 1923 8.9
T=128, bloom filter (16k, global) 3240 15.1
T=128, bloom filter (8k, global) 2798 13.0
T=128, simple hash (8k, global) 2515 11.7

Table 4. GPU Results

4.4. FPGA Results

Table 5 shows the results of the OpenCL implementation on
the Terasic DE4 board. This board contains two DDR2-800

Configuration MT / s MT / J
T=64, no bloom filter 50 2.4
T=64, bloom filter (32k, constant) 1637 77.9
T=64, bloom filter (64k, constant) 1755 83.6
T=32, bloom filter (64k, constant) 1535 73.1
Hand-coded FPGA Solution [15] 772 N/A

Table 5. FPGA Results

DIMMs (400MHz memory clock, 800 MT/s) providing a
peak bandwidth to external memory of 12.8 GB/s as shown
in Figure 11. Each of the key data buffers is allocated such
that half of it resides in each DIMM. This allows the kernel
to maximize the amount of data bandwidth available when
accessing the data buffers.

Bloom Filter

DDR2 Interfaces

PCIe
x86

Server
Const 
Cache

SIV-530

DDR2-800 DDR2-800

Document Score

Profile Weights

Document Collection

Fig. 11. FPGA OpenCL configuration

One of the key innovations in the ACL compiler is the

efficient mapping of accesses to constant memory space into
a multiported read cache shown in Figure 12. This is a soft-
logic implementation of a direct mapped cache where we
use the onchip RAMs of the FPGA and attempt to clock
them at twice the clock frequency of the core logic. This
effectively doubles the number of ports and allows for many
simultaneous accesses to the bloom filter for higher through-
put. The bloom filter initially resides in DDR2 memory;
however, as it is accessed the cache stores the requested data
into onchip RAMs. When the bloom filter has been entirely
transferred onchip, no further requests are made to external
memory for bloom filter accesses.

Request Ports1x 
Clock

2x 
Clock

Data Data

On Chip RAM

Fig. 12. Multiport Mem used for Constant Cache

As discussed in Section 2, the ACL compiler maps ker-
nels such that one thread is processed per clock cycle. The
compiler also exposes the ability to vectorize kernels. This
allows multiple threads to be processed per clock cycle. Since
the bloom constant cache can be replicated to support any
number of read ports, it does not become a limiting factor
for vectorization assuming that all resources fit on the chip.
However, external memory bandwidth does limit the amount
that can be processed in one cycle. For example, suppose
that V F threads are processed on every clock cycle. We
have the following offchip accesses:

• Fetching V F (ti, fi) pairs from the section of the doc-
ument being processed.

• A possible fetch of up to V F 64-bit values from the
profileWts array when a hit is encountered in the
bloom filter.

• A possible store of the accumulated sum back to ex-
ternal memory.

The ACL compiler uses estimates of access patterns and ac-
cess frequency to choose the appropriate level of vectoriza-
tion. This value can also be manually set by the designer.
A value of 16 is chosen to attempt to process 16 terms per
clock cycle.

The best results for the FPGA is 1755 MT/s. The board
power of the DE4 is 21 Watts and leads to a performance-
to-power ratio of 83.6 million terms per joule.

To illustrate the advantage of the Altera OpenCL com-
piler, we can directly compare our results to the performance
of the hand-coded FPGA implementation in [15]. Using a



GiDEL ProcStar IV board with 4 Altera Stratix IV 530 FP-
GAs, they are able to achieve a throughput of 772 MT/s per
FPGA. The authors report a power consumption of 6 Watts
for their particular application; however, this does not take
into account the memory power or the power of the exter-
nal bridge chip used to handle host communication. In our
work, we have chosen to use a more conservative power es-
timate that accounts for board power across many different
types of algorithms and workloads. We also note that the
work in [15] uses a single hash table implementation of the
bloom filter. This simplifies some of the design. In this
paper, our OpenCL implementation allowed us to examine
more difficult tradeoffs in the design of a multiported inter-
face to the bloom filter to improve throughput. The sim-
pler design flow led to a result which was over 2X better in
terms of pure performance. In addition, the use of OpenCL
allowed us to more accurately assess the performance char-
acteristics of multi-core CPUs and GPUs for the same appli-
cation.

5. CONCLUSION

In this paper, we have shown how OpenCL can be used to
unlock the power of FPGAs for data center applications con-
strained by power and cooling costs. When compared on
a performance per watt basis, the FPGA can outperform a
comparable GPU and CPU by a factor of 5.5x and 5.25x re-
spectively as shown in Table 6. It is worth noting that the

Platform Perf/Watt (MT / J)
Terasic DE4 83.6
Xeon W3690 15.9
Tesla C2075 GPU 15.1

Table 6. Results Summary

FPGA performance is limited in this case only by its lack of
external memory bandwidth. Given the two DDR2-800 in-
terfaces and the memory access patterns, we are only using
the 16-way vectorized pipeline at around 60% of its max-
imum capacity. A board designed specifically for applica-
tion acceleration could easily provide more banks of DDR2
memory with dramatic speedup. We estimate that a perfor-
mance exceeding 2925 MT/s would be possible with 2 ad-
ditional DDR-800 interfaces with a total board power of less
than 25W. In this case, our raw performance would almost
equal that of the GPU and use 190W less power. Using the
information from [18], we can compute that 190W of power
savings equates to approximately $330 per year. Even in
cases where data centers are not entirely constrained by their
power and cooling infrastructure, the cost of power itself is

an important component in determining the best data center
solution.

We believe there are classes of applications where FPGA
implementations offer a significant advantage in increasingly
power constrained environments. The document filtering
application examined in this paper really represents a lower
bound on one of the greatest strengths of the FPGA; that is,
its ability to perform highly pipelined and complex algorith-
mic computations on the data brought onchip. In this filter-
ing application, the datapath is relatively simple in that only
a dot product of 64-bit integers is needed. Our future work
will look at more complex applications to demonstrate the
efficiency of using FPGAs with high-level languages such
as OpenCL. It is also interesting to explore a heterogeneous
mix of FPGAs, GPUs and multi-core CPUs for data cen-
ter applications as each has particular strengths in different
application and workload situations.
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