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This paper describes a methodology to explore the algorithmic efficiency of a digital 
pre-distortion (DPD) algorithm running on an Altera® SoC. The Streamline tool 
included in the ARM® Development Studio 5 (DS-5™) Altera Edition Toolkit is used 
to explore the design space and profile the code in order to guide optimization. 
Memory polynomial-based DPD coefficient computation algorithms involve a 
number of matrix manipulations and, in an Altera SoC; these calculations can be 
implemented in software and/or hardware. Using the Streamline tool, an engineer 
can visualize how processors are loaded during algorithmic steps and this 
information can be used to restructure code to take advantage of architectural features 
and guide the compiler. Examples, recommendations, and results are shown through 
each step in the optimization flow.

Initially, a vanilla implementation of the DPD algorithm was written in C. Then, the 
following optimization steps were performed:

■ Precision optimization

■ Algorithmic optimizations

■ Compiler optimizations and options

■ Vectorization using NEON™ technology

■ Multi-threading

The same design is performed in three development kits—the Cyclone V EVM board, 
Arria V EVM board, and Arria 10 EVM board. The results for each optimization step 
are compared in a table.

Introduction
DPD is a key function in remote radio heads. To achieve high power efficiency, power 
amplifiers (PAs) are driven into a region of operation that is non-linear. A DPD 
algorithm is used to adaptively apply the inverse of this non-linear characteristic so 
that the output of the system appears linear and meets the spectral emission 
requirements set by standard bodies. 

Altera’s SoCs provide a platform for implementing these algorithms in either 
hardware (FPGA) or software hard processor system (HPS). This provides designers 
with the flexibility to determine the optimum implementation of their DPD. 
Moreover, Altera and ARM provide tools to help designers and developers to design, 
simulate, implement, and debug hardware and software. For FPGA, tools such as DSP 
builder and Quartus® II software are available to automatically generate an optimized 
implementation of a function for a given device. In HPS, optimization can be attained 
through software code, compiler settings and operating system should be considered. 
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Page 2 Introduction
The DPD algorithm described consists of two sub-systems. DPD adaption is the 
process of determining the appropriate correction coefficients and the forward path is 
the process of applying these correction factors to the datapath. The adaption sub-
system continuously performs estimation of PA characteristic by capturing samples 
from transmitted data (the reference signal) and comparing them to a simultaneous 
capture by an observation path (the outputted signal from the PA). The DPD forward 
path sub-system is an arrangement of filter taps that apply the coefficients generated 
by the adaption engine.

Figure 1. Block Diagram of DPD and Power Amplifier

Samples are taken from input of power amplifier (CTx) and from output of power 
amplifier (CoRx). The CoRx vector is used to generate the ‘G’ matrix, this is a 
polynomial matrix. After the G matrix has been generated, the operations to obtain 
fresh inverse coefficients of the power amplifier are described by the equation. 

The table below shows how the equation is broken down into five functions in the 
code. Because the output from each function is used as an input to the following 
function, each function is run sequentially. 

DPD

Forward Path
DAC
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Converter

Power
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Coefficients
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Table 1. Breakdown of DPD Functions (Part 1 of 2)

Function Name Description
Size of 
Input 

Matrix
Operations Performed

CovarMatrix()
Computes Generator matrix 
(G matrix) from CoRx 
vector.

2048 x 1
G matrix is a matrix consisting of polynomial terms of 
CoRx vector. 

Size of output matrix:(2040 x 36)

MM1_Gt_x_G() Computes G’ x G using G 
matrix as input. 2040 x 36

Matrix multiplication of G transpose and G resulting in 
square matrix of size (36 x 36).

(36 x 2040) *(2040 x 36) = 36 x 36

MM2_Gt_x_CTx()
Computes G’ x CTx using G 
matrix and CTx vector as 
input

2040 x 36

and 

2040 x 1

Matrix multiplication of G transpose matrix and CTx 
vector resulting in vector of size (36 x 1)

(36 x 2040) * (2040 x 1)=(36 x 1)
May 2016 Altera Corporation DPD Profiling and Optimization with Altera SoCs
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Temperature, power level changes, and other factors will affect the PAs characteristics 
and so the DPD should adapt to these changes as fast as possible. Therefore, the 
latency between adaption iterations should be minimized. Modern remote radio 
heads are usually used in MIMO systems and typically these radio head 
implementations will use a single adaptation engine. Each antenna requires its own 
DPD forward path and so the adaptation engine is shared among a number of 
antenna paths.

Overview of Altera SoCs
Altera SoCs represent the next generation of integrated high-performance application 
processors with an integrated FPGA fabric. See Figure 1. The Altera SoCs integrate an 
ARM-based HPS consisting of a dual-core ARM processor, peripherals, and memory 
controllers with the FPGA fabric using a high-bandwidth interconnect backbone.

ARM-Based Hard Processor System
The HPS consists of a dual-core ARM Cortex®-A9 MPCore™ processor, a rich set of 
peripherals, and a multiport memory controller shared with logic in the FPGA. The 
HPS gives you the flexibility of programmable logic combined with the performance 
and cost savings of hard intellectual property (IP).

Embedded peripherals eliminate the need to implement these functions in 
programmable logic, leaving more FPGA resources for application-specific custom 
logic and reducing power consumption 

The hard multiport SDRAM memory controller, shared by the processor and FPGA 
logic, supports DDR2 SDRAM, DDR3 SDRAM, and LPDDR2 devices with an 
integrated error correction code (ECC) support.

MI_inv()

Performs matrix inversion 
of (G’ x G) square matrix 
which is obtained from 
MM1_Gt_x_G function

36 x 36
Inversion of square matrix of dimension

Size of output matrix: (36 x 36)

MI_x_MM2()

Computes matrix 
multiplication of matrix 
output from MI_inv and 
MM2_Gt_x_CTX functions.

36 x 36

and

36 x 1

Matrix multiplication of inverted matrix and vector from 
G’ x CTx operation which essentially means Inv(G’ x G) 
x (G’ x CTx)

(36 x 36) * (36 x 1)

Size of output matrix: (36x1)

The result of this operation is the coefficients that are 
applied to forward path of DPD.

Table 1. Breakdown of DPD Functions (Part 2 of 2)

Function Name Description
Size of 
Input 

Matrix
Operations Performed
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Page 4 Overview of Altera SoCs
High-Speed Interconnect
High-throughput datapaths between the HPS and FPGA fabric provide interconnect 
performance not possible in two-chip solutions. The tight integration between the 
HPS and FPGA fabric provides over 125 Gbps peak bandwidth with integrated data 
coherency between the processors and the FPGA. 

Flexible FPGA Fabric
The flexibility offered by the FPGA logic fabric lets you differentiate your system by 
implementing custom IP or off-the-shelf preconfigured IP from Altera or its partners 
into your designs. This allows you to:

■ Adapt quickly to varying or changing interface and protocol standards

■ Add custom hardware in the FPGA to accelerate time-critical algorithms 

Reduce power consumption and FPGA resource requirements by leveraging hard 
logic functions within the FPGA, including PCI Express® (PCIe®) ports and additional 
multiport memory controllers.

Figure 2. Altera Cyclone® V SoC Block Diagram
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Overview of Streamline Tool
The ARM DS-5 Altera Edition Toolkit is part of the Altera SoC Embedded Design 
Suite (EDS).The toolkit contains a comprehensive array of embedded development 
tools for embedded software development on Altera SoCs. Streamline is a 
performance analysis tool, which provides insight into how the code is executing and 
provides a wealth of useful information for optimizing the code.

This paper describes an optimization flow whereby the execution time required for 
the code to run on the ARM cores can be visualized using the Streamline tool to 
determine further optimization steps. After C code is built into object code, it can be 
run in the Streamline tool. A driver and gator daemon need to be running for the core 
activity to be profiled. 

Timeline View
The Streamline screen shows the timeline of various activities running on the core. 
Figure 3 shows the first tab – the Timeline view. This tab provides a dashboard 
overview in a glance on how the system is performing. Calipers allow a portion of the 
timeline to be selected and this provides the execution time of the code above the 
green bars. The main window shows core, memory, clock, and instruction activity.

Figure 3. Timeline View of the DS-5 Streamline
May 2016 Altera CorporationDPD Profiling and Optimization with Altera SoCs



Page 6 Overview of Streamline Tool
The ‘Samples’ heads up display (HUD) displays a coloured histogram of where time 
was spent in the selected cross-section. If debug symbols are supplied for the sampled 
functions then the function names will appear in the Samples HUD. For samples 
without symbols then the name of the process or shared library will be shown 
surrounded in square brackets < > to indicate that the time was spent inside some 
unknown function. These unknown functions are mainly library accesses and kernel 
activities. A process pane provides a view shows the active process derived from the 
Linux kernel scheduler. A Samples detail pane shows the activity by function during 
the selected process period.

Call Paths View
The call paths view is used for viewing the statistics of the code and helps in 
identifying the lines or functions in the code which causes highest latency as shown in 
Figure 4.

The call paths view has the following column headers:

■ Self—Self time is a measure of time spent in a function or process. This is measured 
when the program records the program call stack on interrupt events. It does not 
include time spent in descendant functions. It reports these amounts here as a total 
number of samples.

■ Process—The total time spent executing this function, including time spent 
executing descendant functions.

■ Total—Total time represents the amount of time used by the function and all of the 
functions it calls.

■ Stack—The number of bytes used by the stack in this function. A question mark is 
presented if the stack usage of the function is unknown.

■ Process/Thread/Code—A hierarchical view showing every process, thread, and 
function. Every [process] appears in the list enclosed in square brackets, while 
{threads} are enclosed in braces.

Figure 4. Call Paths View Showing Function Wise Load in Streamline Tool of DS-5
May 2016 Altera Corporation DPD Profiling and Optimization with Altera SoCs
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The example above shows how easy it is to identify which function consumes highest 
amount of the total execution time. This provides a clear direction where optimization 
efforts should be focused.

Code View
The code view helps with the discovery of function-level ‘hot spots’. It flattens 
statistics and displays them at the source and disassembly levels. By default, the code 
view shows the source code next to color-coded statistics. The percentage contribution 
for each entry is shown for the function. This view shows the samples collected 
during the execution of the code. The samples are collected at fixed intervals of time 
by the tool and number of samples collected for every line of the code and this 
indicates the hot paths in the function. This disassembly view can be used to identify 
the type of instruction used, for example vectorized.

Figure 5. Code View of DS-5 Streamline Tool

Functions View
The functions view provides a list of all functions called during the capture session 
alongside usage data. The functions view has the following column headers:

■ Self—Self time is a measure of time spent in a function, without including time 
spent in descendant functions. It reports amounts in this column as a total of 
samples.

■ Instances—The number of times the functions appears in the call paths view.

■ Function name—The name of the function.
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Page 8 Overview of Streamline Tool
■ Location—This column reports the location of the function, listing both the file 
name and line of the declaration 

■ Image—The image file that contains the function.

The function view enables you to view the samples collected throughout the profiling 
duration unlike call paths view, which shows processes and samples percentage that 
reflect the duration for which the calipers are set for. Call paths view enables you to 
see the percentage load for the functions with respect to required process or 
application. In our DPD algorithm, it is clear to see which function is consuming the 
most time with respect to other functions during the capture time. 

Figure 6. Functions View of the DS-5 Streamline Tool

Stack View
The stack view ranks functions according to their contribution to the maximum stack 
depth, providing the best targets for stack optimization. The stack view has the 
following column headers:

■ Stack—The number of bytes used by the stack in this function. A question mark 
appears next to the total here if the function's stack usage is unknown.

■ Size—The total size of the function, in bytes.

■ Function Name—The name of the function, as specified in the source code.

■ Location—This column reports the location of the function, listing both the file 
name and line of the declaration.
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Figure 7. Stack View of DS-5 Streamline Tool

Call Graph View
The call graph view provides a visual representation of code hierarchy, laying out 
each function according to where it is called and using arrows to connect calling 
functions. This can be used to quickly identify hotspots in your hierarchy. The call 
graph view is made up of the following elements:

■ Function boxes—The call graph view draws a function box for each function in 
your call hierarchy. The call graph view color codes the functions according to 
total samples so the critical functions are quickly identifiable in the call graph 
view. These colors range from bright red to light yellow, red being the highest 
value, light yellow the lowest. These colors are easily identifiable in the mini-map 
so you can scroll quickly to the critical functions.

■ Call arrows—The direction of the arrow indicates which function was the calling 
function. An arrow pointing to a function tells you that function is the callee and 
the function from which the line originates is the calling function.

■ Mini-map—In the bottom left hand corner of the call graph view is a mini-map that 
can be used to easily navigate around the call graph view when the hierarchy is 
too large to fit in the editor section of Eclipse

Step 1: Numeric Precision Analysis
Numerical precision is important to consider early in the design cycle. Not only does 
this precision determine the latency directly but it also dictates which resources can be 
used–for example, the NEON accelerator cannot operate on double precision data 
types.
May 2016 Altera CorporationDPD Profiling and Optimization with Altera SoCs
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For the DPD algorithm, each function is considered individually and compared 
against a MATLAB reference. The results are tabulated in Table 2. Based on this report 
a decision can be made regarding the required precision which is used to achieve 
desired accuracy and latency.

To minimize latency, it is desirable to select single precision in all cases, however, the 
error contribution from the MI_inv() function—the matrix inversion step, was 
deemed to be too high to be acceptable. In all other functions, single precision was 
selected.

Step 2: Algorithmic Optimization
Two algorithmic optimizations were employed in an attempt to reduce latency: 

■ Make use of symmetry in G matrix calculation to reduce number of 
multiplications. 

■ Optimization in matrix multiplication by using the symmetric property of output 
matrix.

Optimization in G Matrix Calculation
The CovarMatrix() function calculates the G matrix. The G matrix is a polynomial 
matrix that has an inherent periodic arrangement of different powers of the CoRx 
vector. In this example, there are four power levels. For each power level, there are 
total of nine vectors with one as the reference and the other eight vectors as delay 1 to 
8 samples individually from the reference. Instead of calculating the entire G matrix, 
separate vectors of different powers are created. A partial G matrix of size 2040x4 is 
created and the subsequent matrix multiplication operations are directly performed 
using these polynomial vectors. 

Table 2. DPD Function-Wise Error vs. Latency

Function
Single Precision Double Precision

Error Latency (ms) Error Latency (ms)

CovarMatrix() Acceptable 27 Acceptable 34

MM1_Gt_x_G() Acceptable 321 Acceptable 338

MM2_Gt_x_CTx() Acceptable 21 Acceptable 29

MI_inv() Excessive 53 Acceptable 65

MI_x_MM2() Acceptable 6 Acceptable 10

Total 428 476
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Figure 8. Algorithmic Optimization Achieved by Calculation of Polynomial Vectors Instead of the Whole G Matrix 
Computation

The above algorithm is implemented based on the following analysis:

1. The number of rows in the G Matrix = COb_Size-M = 2048-8 = 2040.

2. The number of columns in the G Matrix = K x MD = 4 x 9 = 36

3. Each column of the G matrix is generated using the following computation 

■ [col vector]2040x1 .* (abs([col vector] 2040x1))O(k)

a. Absolute of a complex array

b. Taking the power of 3, 5, 7, and so on. This is an element by element 
multiplication of size 2040

c. The matrix G is essentially constructed using single dimension arrays and 
pointers to appropriate locations in the array. Thus the G matrix is not 
physically created and the G*G matrix is directly computed. 

4. Each element of the 2040x1 array stores a complex number in single-precision 
floating point. Thus the four arrays use a total of 4x2040x8 = 65280 bytes. The 
memory saved due to the approach of not constructing G and G* is 2x36x2040x8 = 
2x587520 bytes = 1175040 bytes (1.175 MB)

Optimization in Matrix Multiplication
Another optimization technique used to improve the execution speed of matrix 
multiplication is a mathematical rule which says that ‘a matrix multiplied with its 
transpose results in a square symmetric matrix’. This means that G’ x G operation 
results in a matrix which is square and symmetric. This property allows the number of 
complex multiplications to be almost halved.
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Page 12 Step 2: Algorithmic Optimization
The elements in the lower triangular matrix can be obtained from upper triangular 
matrix. The dimension of the G matrix is NxP = 2040x36. The number of computations 
can be reduced to 

elements. Computation of each element takes ‘N’ complex multiplications and ‘N-1’ 
additions. Each complex multiplication is implemented by four real multiplications 
and two real additions. The total savings are 

multiplications and 

additions.

ARM Profiling After Algorithmic Optimization
The profiling is performed for the code after incorporating the aforementioned 
algorithmic modifications. 

Figure 9. Code View Shows Lines of Highest Samples Percentage and Its Disassembly
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Figure 10. ARM Profile Report with Algorithmic Modifications 

ARM Profile Report—After Algorithmic Optimization
The code is profiled using the DS-5 tool in similar manner after changing the code. 
The results are presented in Table 3.

Step 3: Optimization Using Compiler Options
Compiler options provide an easy method for optimization. Compiler options are 
tried to determine what latency improvements can be gained. These gains proved to 
be very significant.

Table 3. ARM Profile Report After Algorithmic Optimization

Number Function Name

Cyclone® V SoC 
Execution Time (ms)

Arria® V SoC 
Execution Time (ms)

Arria 10
Execution Time (ms)

Before 
Algorithmic 
Optimization

After 
Algorithmic 
Optimization

Before 
Algorithmic 
Optimization

After 
Algorithmic 
Optimization

Before 
Algorithmic 
Optimization

After 
Algorithmic 
Optimization

1 CovarMatrix() 27 16 24 4 19 3

2 MM1_Gt_x_G() 321 262 272 215 243 188

3 MM2_Gt_x_CTx
() 21 21 15 10 10 9

4 MI_inv() 58 55 40 41 36 36

5 MI_x_MM2() 6 6 1 1 1 1

Total 433 360 352 271 309 237
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GCC has a range of optimization levels that can be turned on while compiling code 
from the basic -O1 (basic optimization, best debugging), to -O2 (good optimization, 
always improves performance), and through to -O3 (best performance, may regress in 
some areas). 

Introduction to Compiler Options
The command for invoking the compiler is: armcc [options] [source]

Where,

■ Options—Are compiler command-line options that affect the behavior or the 
compiler.

■ Source—Provides the filenames of one or more text files containing C or C++ 
source code.

Some of the options that are used are described in Table 4.

Table 4. Compiler Options and Descriptions

Option Description

-arm-linux This option configures a set of other options with defaults that are suitable for ARM Linux compilation

-gnueabihf GNU C preprocessor (cpp) for ARM architecture

--gcc GCC is the call for compiling the given C code 

-g3 Enables maximum debugging

-Wall Enables to show all warning messages generated.

-c This option instructs the compiler to perform the compilation step, but not the link step

-O(num)

Where num is one of the following:

Minimum optimization (-O0): Turns off most optimizations. It gives the best possible debug view and 
the lowest level of optimization. Default optimization level.

Restricted optimization (-O1): Removes unused inline functions and unused static functions. Turns off 
optimizations that seriously degrade the debug view.

High optimization (-O2): If used with --debug, the debug view might be less satisfactory because the 
mapping of object code to source code is not always clear.

Maximum optimization (-O3): performs the same optimizations as -O2 however the balance between 
space and time optimizations in the generated code is more heavily weighted towards space or time 
compared with -O2
May 2016 Altera Corporation DPD Profiling and Optimization with Altera SoCs
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ARM Profiling Using –O1 Compiler Option
Figure 11. Timeline View for –O1 Optimization

Figure 12. Stack View for –O1 Optimization Flag

ARM Profiling Using –O2 Compiler Option
This time the optimization level is set at –O2 and the result in Figure 13 shows a 
further improvement in latency compared to previous implementation with –O1 
compiler option.
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Page 16 Step 3: Optimization Using Compiler Options
Figure 13. Timeline View when Using –O2 Optimization

ARM Profiling Using –O3 Compiler Option
The -O3 flag enables many of the advanced features, such as the vectorizer and Swing 
Modulo Scheduling (SMS). The GCC vectorizer recognizes code that has data 
parallelism, re-writes it to perform the same operation on many values at once, and 
then transforms it into the equivalent parallel instructions. The best cases are where 
the code transforms eight independent single-byte operations into one, eight-byte 
wide operation, which has been seen to make hot loops up to 550% faster.

SMS recognizes loops containing instructions with high latency, especially memory 
loads, and re-writes them into a prologue, body, and epilogue. The prologue makes 
the very first value available, the first half of the body loads the n+1 value, the second 
half uses the n value, and the epilogue finishes the final value. This helps particularly 
on the A9 with its high-load latency; some loops run 30% faster.

The observation made from previous implementations is that executing the code 
without any compiler optimization options may not be the best way to implement the 
DPD algorithm and hence to improve the execution times the –O3 compiler flag is 
used. The following results in Figure 14 are obtained after usage of –O3 flag for 
compilation.  
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Figure 14. ARM Profile Report with –O3 Compiler Flag 

Figure 15. Call Paths View with –O3 Compiler Flag
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Page 18 Step 4: NEON Vectorization
ARM Profile Report—Compiler Options
Table 5 shows the function-wise report, which highlights execution times for 
implementing each function with increasing levels of optimization switches. 

Step 4: NEON Vectorization
Each ARM A9 processor core in the Altera HPS includes a NEON accelerator engine. 
The NEON accelerator is a general-purpose single instruction multiple data (SIMD) 
engine used to accelerate signal processing. The NEON accelerator uses a single 
instruction to perform the same operation in parallel on multiple data elements of the 
same type and size - SIMD. Registers are considered as vectors of elements of the 
same data type. Data types can be: signed/unsigned 8 bit, 16 bit, 32 bit or single-
precision floating point. Instructions perform the same operation in each of up to four 
lanes as illustrated in Figure 16.

Figure 16. NEON Technology Illustrating the Operation of Instructions

To make use of the NEON engine, code loops in functions have to be vectorized. The 
ARM vectorizing compiler then effectively transforms such loops into sequences of 
vector operations, which in turn can be implemented in parallel on the NEON engine. 
An automatic vectorization feature in the DS-5 tools is activated by using the complier 
flag ‘-ftree-vectorize‘. 

Table 5. ARM Profile Function-Wise Report with –O3 Flag

No. Function Name

Cyclone V SoC 
Execution Time (ms)

Arria V SoC 
Execution Time (ms)

Arria 10 SoC 
Execution Time (ms)

Before 
Using 

Compiler 
Option

-01 -02 -03

Before 
Using 

Compiler 
Option

-01 -02 -03

Before 
Using 

Compiler 
Option

-01 -02 -03

1 CovarMatrix() 16 9 5 3 4 2 2 2 3 2 2 2

2 MM1_Gt_x_G() 262 53 40 26 215 56 39 21 188 49 33 19

3 MM2_Gt_x_CTx() 21 10 8 5 10 4 2 2 9 3 3 2

4 MI_inv() 55 25 20 14 41 11 11 9 36 9 9 8

5 MI_x_MM2() 6 3 2 1 1 1 1 1 1 1 1 1

Total Time 360 99 75 49 271 73 55 35 237 64 48 31

Elements

Operation

Lane

Source

Registers

Destination

Register

Dn

Dm

Dd
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Step 4: NEON Vectorization Page 19
Compiler Options for Profiling Using NEON 
In this example, there was no need to change any source code, however, compiler 
options and coding practices are used to assist the compiler. 

Figure 17. Usage of Compiler Options for NEON Vectorization

NEON Vectorization Guidelines
Vectorization may proceed if the final precision of integer wrap-around arithmetic is 
preserved. A 32 bit shift-right operator, for instance, is not vectorized in 16 bit mode if 
the final stored value is a 16 bit integer. Also, note that not all integer operations can 
be vectorized. 

For loops that operate on floating-point numbers, ARM provides SIMD instructions 
for the following arithmetic operators: addition (+), subtraction (-), multiplication (*), 
and division (/). 

To be vectorizable, loops must be: 

Table 6. Compiler Flags Used for NEON Vectorization

Parameter Description

-ffast-math To enable vectorization of floating point reductions.

-mfpu=neon
This specifies what floating-point hardware (or hardware emulation) is available 
on the target.

-std=c99 Determine the language standard, when compiling C.

-march=armv7-a
This specifies the name of the target ARM architecture. GCC uses this name to 
determine what kind of instructions it can emit when generating assembly code.

-mtune=cortex-a9
This option specifies the name of the target ARM processor for which GCC should 
tune the performance of the code. For some ARM implementations, better 
performance can be obtained by using this option.

-ftree-vectorize Vectorization is enabled by this flag.

-mfloat-abi=hard
Specifies which floating-point ABI to use.‘hard’ allows generation of floating-
point instructions and uses FPU-specific calling conventions.

-ftree-vectorizer-verbose=5
Controls vectorization reports, with n ranging from 0 (no information reported) to 
10 (all information reported).

-O3 -O3 turns on all optimizations.
May 2016 Altera CorporationDPD Profiling and Optimization with Altera SoCs



Page 20 Step 4: NEON Vectorization
■ Countable—The loop trip count must be known at entry to the loop at runtime, 
though it need not be known at compile time (that is, the trip count can be a 
variable but the variable must remain constant for the duration of the loop). This 
implies that exit from the loop must not be data dependent. 

■ Single entry and single exit—As is implied by stating that the loop must be 
countable. 

■ Contain straight-line code—SIMD instruction perform the same operation on data 
elements from multiple iterations of the original loop, therefore, it is not possible 
for different iterations to have different control flow; that is, they must not branch. 
It follows that switch statements are not allowed. However, if statements are 
allowed if they can be implemented as masked assignments, which is usually the 
case. The calculation is performed for all data elements but the result is stored only 
for those elements for which the mask evaluates to true. 

■ Innermost loop of a nest—The only exception is if an original outer loop is 
transformed into an inner loop as a result of some other prior optimization phase, 
such as unrolling, loop collapsing or interchange, or an original outermost loop is 
transformed to an innermost loop due to loop materialization. 

■ Without function calls—A print statement will prevent a loop from getting 
vectorized. The vectorization report message is typically: non-standard loop is not 
a vectorization candidate. The two major exceptions are for intrinsic math 
functions and for functions that may be inline. 

Converting Multidimensional Arrays to Single Dimensional Array
GCC does not support vectorization of multidimensional array. The code was 
modified to convert all multi-dimensional arrays into single dimensions. 

To convert a 2D matrix to a 1D array, it can be arranged by row major form or column 
major form. In the code example below, row major form is used; however, there is no 
major benefit of one over the other. In row major form, a row is taken and all the 
elements are arranged in the consecutive memory locations in an array and at the end 
of the last element of that particular row, the next row in the matrix is chosen and this 
goes on till the last element is reached. An example is illustrated in Figure 18 that 
shows how the elements are arranged in either of the forms.

Figure 18. Conversion of 2D Arrays into 1D
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2D version of code snippet for CovarMatrix function is shown here

void CovarMatrix_2D()//2D version of code for CovarMatrix
{
 MD=M+1;
 K = sizeof(Order)/sizeof(int);
 i=0;j=0;l=0;
 
 for (m=0;m<=M;m++)
 {

for (k=0;k<K;k++)
{

i=0;
for (j=(MD-m-1);j<( (sizeof(CoRx)/(2*sizeof(double)) - m) );j++)
{
G[i][l].r=  

(CoRx[j].r*(pow(sqrtf((CoRx[j].r*CoRx[j].r)+(CoRx[j].i*CoRx[j].i)),Order[k])));

G[i++][l].i=(CoRx[j].i*(pow(sqrtf((CoRx[j].r*CoRx[j].r)+(CoRx[j].i*CoRx[j].i)),Order[k
]))); }

l++;
}

  }
}

1D version of the code snippet for CovarMatrix is shown here. The code is a little less 
readable.

void CovarMatrix_1D()
{ int i=0,j=0;

int Order[4] ={0,1,3,5};
int K,MD,M=8;
int m,k,a;
double tempr,tempi;
MD=M+1;K = sizeof(Order)/sizeof(int);
for (m=0;m<=M;m++)

{
for (k=0;k<K;k++)
{

a=MD-m-1;
for (j=0;j<2040;j++)
{ double val=1;

tempr=CoRx[j+a].r;tempi=CoRx[j+a].im;
double temp1;int temp2;
temp1= sqrtf(  (tempr*tempr)+(tempi*tempi)   );
temp2=Order[k];
if(temp2==0)

val=1;
else if(temp2==1)

val=temp1;
else if(temp2==3)

val=temp1*temp1*temp1;
else if(temp2==5)

val=temp1*temp1*temp1*temp1*temp1;
G[i].r   =  (  tempr *  val );
G[i++].im=  (  tempi *  val  );

}
}

}
}
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Use of  ‘restrict’ Keyword
Use the ‘restrict’ keyword to handle unaligned pointer accesses. ‘restrict’ is a keyword 
that can be used in pointer declarations. The restrict keyword is a declaration of intent 
given by the programmer to the compiler. It says that for the lifetime of the pointer, 
only it or a value directly derived from it (such as pointer + 1) will be used to access 
the object to which it points. This limits the effects of pointer aliasing, aiding compiler 
optimizations. If the declaration of intent is not followed and the object is accessed by 
an independent pointer, this will result in undefined behavior.

void MM1_Gt_x_G(struct DPD_alg * restrict buf)

An alternative method is to declare every pointer as a global pointer. In this case, the 
‘restrict’ keyword should be used carefully. 

Figure 19. Vectorization Report Generated by Compiler When the Required Options Are Used

Figure 19 shows the report generated by the compiler and it identifies the functions 
being vectorized. The vectorization report is generated function-wise with the line 
number of the starting point of each function. Each function may have several loops 
and this report specifies how many loops in that function have been vectorized.

Loops in the function MM2_Gt_x_G() and MM1_Gt_x_CTx() are vectorized 
successfully as they do not contain any function calls or ‘double’ datatype variables.  

The loops in some of the functions are not vectorized.

■ CovarMatrix()—Contains function call to sqrt() function and cannot be vectorized.

■ MI_inv()—The variables in this function are defined in “double” data type. The 
compiler does not support vectorization of “double” data types.

■ MI_x_MM2()—This function uses the result of matrix inversion, which is double 
datatype and cannot be vectorized. Here it should be noted that a typecasting of 
result of matrix inversion function is not performed, as it results in loss of 
precision. If typecasting were performed, the loops in this function could be 
vectorized, but precision will suffer.
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ARM Profiling Using NEON Compiler Options
Figure 20. ARM Profile Report with ‘-ftree-vectorize’ and ‘–O3’ Compiler Flags 

Figure 21. ARM Profile Report with ‘-ftree-vectorize’ and ‘-O3’ Compiler Flags
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Figure 22. C code and Disassembly with ‘-ftree-vectorize’ and ‘-O3’ Compiler Flags

The code view in Figure 22 shows a lot of differences in the samples percentage and 
the disassembly code when compared with the previous code view. With NEON 
vectorization, some loops are more efficiently implemented and hence maximum 
sample percentage is reduced for those lines. Note that assembler instructions 
‘VMUL’ and ‘VADD’ clearly show that vector operations are being performed.

ARM Profile Report—NEON Flag 
Table 7. ARM Profile Function Wise Report Using –‘free-vectorize and –O3’ Compiler Flags

No. Function Name

Cyclone V SoC 
Execution Time (ms)

Arria V SoC 
Execution Time (ms)

Arria 10 SoC 
Execution Time (ms)

Before NEON 
Vectorization

After NEON 
Vectorization

Before NEON 
Vectorization

After NEON 
Vectorization

Before NEON 
Vectorization

After NEON 
Vectorization

1 CovarMatrix() 3 1.8 2 2 2 1

2 MM1_Gt_x_G() 25 18 21 11 18 10

3 MM2_Gt_x_CTx() 6 4 2 2 2 2

4 MI_inv() 13 9 9 9 8 8

5 MI_x_MM2() 1 <1 1 1 1 1

Total 48 33 35 25 31 22
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Step 5: Multicore Optimization
In shared memory multicore processor architectures, threads can be used to 
implement parallelism. For UNIX systems, a standardized C language threads 
programming interface has been specified by the IEEE POSIX 1003.1c standard. 
Implementations that adhere to this standard are referred to as POSIX threads, or 
Pthreads. A thread is defined as an independent stream of instructions that can be 
scheduled to run as such by the operating system. If a program contains multiple 
procedures which are independent of each other then it is possible to reduce the 
overall latency by using the pthreads. The threads are initiated at random instances 
and are executed in different scheduling mechanisms as defined by the operating 
system, hence a robust program should not depend upon threads executing in a 
specific order or on a specific core. A snippet showing the use of pthreads:

#include <pthread.h>
#include <stdio.h>

pthread_t thread1, thread2;
int main()
{

int rc;
rc = pthread_create(&thread1, NULL, dpd_algorithm,(void*)&dpd1);  //Antenna1
if (rc) {

exit(-1);
}
rc = pthread_create(&thread2, NULL, dpd_algorithm,(void*)&dpd2);  // Antenna2
if (rc) {

exit(-1);
}
pthread_exit(NULL);
return 0;

}

Compiler Options for Profiling Using pthread
To enable the use of pthreads, use the following compiler option shown below.

■ -pthread—An instruction to the compiler to use pthreads to execute different 
procedures according to the scheduling mechanism defined by the operating 
system.

Guidelines for Designing Threaded Programs
pthreads are ideally suited for parallel programming, and some considerations for 
designing parallel programs are: 

■ Problem partitioning 

■ Load balancing 

■ Communications 

■ Data dependencies 

■ Synchronization and race conditions 

■ Memory issues 

■ I/O issues 
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■ Program complexity 

■ Programmer effort/costs/time 

In general, for a program to take advantage of pthreads, it must be able to be 
organized into discrete, independent tasks that can execute concurrently. For example, 
if routine1 and routine2 can be interchanged, interleaved and/or overlapped in real 
time, they are candidates for threading. Programs having the following characteristics 
may be well suited for pthreads: 

■ Work that can be executed, or data that can be operated on, by multiple tasks 
simultaneously: 

■ Block for potentially long I/O waits 

■ Use many CPU cycles in some places but not others 

■ Must respond to asynchronous events 

■ Some work is more important than other work (priority interrupts).

Shared Memory Model
In a shared memory model, all threads have access to the same global, shared 
memory. Threads also have their own private data. Programmers are responsible for 
synchronizing access (protecting) globally shared data. 

Thread-Safeness
Thread-safeness is an application's ability to execute multiple threads simultaneously 
without "clobbering" shared data or creating "race" conditions. For example, suppose 
that an application creates several threads, each of which makes a call to the same 
library routine. This library routine accesses/modifies a global structure or location in 
memory. As each thread calls this routine it is possible that they may try to modify 
this global structure/memory location at the same time. If the routine does not 
employ some sort of synchronization constructs to prevent data corruption, then it is 
not thread-safe. When in doubt, assume that they are not thread-safe until proven 
otherwise. This can be done by "serializing" the calls to the uncertain routine, etc.

ARM Profiling Using pthreads
The concept of pthreads is used to run two processes of DPD algorithm for two 
antenna carriers using both the cores of ARM and NEON at the same time. This is 
achieved using the compiler option –pthread and also making changes to code to 
create two different threads for the DPD algorithm each using data from respective 
antenna carriers. The results and observations of this implementation are presented in 
Figure 23.
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Figure 23. Timeline View of Streamline tool When P-thread is Used to Implement Multi-Threading

Figure 24. Code Changes Made to Incorporate pthreads
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ARM Profile Report—pthread 
Shifting to a multi-threaded approach allows the code to run on both cores. Latency is 
almost halved.

Report Summary
The body of this paper reports latency on a Cyclone V, Arria V, and Arria 10 device. 
These three devices have the same HPS system, but feature different performance 
clock speeds. The Stratix® 10 device introduces a new HPS which includes quad A-53 
cores. As such, it is significantly higher performance. Table 9 summarizes the 
estimated and actual performance.

Figure 25 and Table 10 summarizes all the results obtained with various optimization 
steps in different devices. 

Table 8. ARM Profile Report After Using pthread (with Neon and 03)

Device

Execution Time

Without pthread for two antennas.

Serial Processing
With pthread for two antennas.
SMP

Cyclone V SoC 2x33= 66 ms 39 ms

Arria V SoC 2x25= 50 ms 33 ms

Arria 10 SoC 2x22= 44 ms 26 ms

Table 9. Relative Processor Speeds

Device Cores Core Clock 
Speed (MHz)

Relative Speed 
(Estimated)

Relative 
Performance 
(Estimated)

Notes

Cyclone V SoC Dual A9 900 1.00 1.00 Base

Arria V SoC Dual A9 1050 1.14 1.18 Faster silicon process

Arria 10 SoC Dual A9 1200 1.25 1.50 Clock increase on 20 nm

Stratix 10 SoC Quad A53 1500 2.50 NA
Clock increase on 14 nm, quad 
cores, and microarchitecture 
enhancements
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Figure 25. DPD Profiling Results

Development Environment
Table 11 and Table 12 outline the development environment used for this analysis.

Table 10. Summary of All the Implementations Performed with Different Compiler Options

No. Cores Used Optimization

Cyclone V SoC 
Computation 
Time (ms) per 

DPD

Arria V SoC 
Computation 
Time (ms) per 

DPD

Arria 10 SoC 
Computation 
Time (ms) per 

DPD

1 1 OPT-0 (vanilla implementation) 433 352 309

2 1 OPT-0 (algorithmic optimization) 360 271 237

3 1 OPT-1 99 73 64

4 1 OPT-2 75 55 48

5 1 OPT-3 48 35 31

6 1 OPT-3 + Neon 33 25 22

7 2 OPT-3 + Neon + pthread (for two antennas) 39/2 33/2 26/2
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Table 11. Hardware Development Environment

Hardware Name Software Description

Cyclone V SoC
Linux version 3.9

GCC version: 4.7.3

Arria V SoC
Linux version: 3.9

GCC version: 4.8-2014.04

Arria 10 SoC
Linux version: 3.10.31-ltsi

GCC version: 4.8-2014.04
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Conclusion
Altera SoCs feature a HPS with ARM processors. The ARM DS-5 Altera Edition 
Toolkit includes the Streamline tool. This tool enables engineers and algorithm 
designers to easily visualize their code latency function by function and line by line. 
This rapid visualization enables effective algorithmic and code optimization. Altera 
SoCs offer a wealth of choices for partitioning computations between hardware—
FPGA logic and software. This paper shows how, with the aid of the Streamline tool, 
an engineer can effectively target code for optimization and make portioning choices 
to reduce the latency. The example in this paper shows how the processing time for a 
given DPD adaptation algorithm can be improved about 20X from a vanilla C code 
implementation.

As shown in Table 7, the MM1_Gtx_G() function is consuming more than half of the 
processing time in all three platforms. Highly parallel complex multiplication can be 
performed very efficiently in FPGA. We will have a separate paper to describe the 
FPGA design details and performance.

Table 12. Software Development Environment

Tool Name Operating System Tool Version Build

Altera SoC Embedded Design Suite Subscription Edition Software Linux 13.1 162

DS-5 Linux 5.18 5180018

MATLAB Linux R2013a 8.1.0.604

Visual Studio Express Windows 8.1 2013
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Further Reading
■ SoC Overview

www.altera.com/soc 

■ Cyclone V SoC Hard Processor System:
www.altera.com/products/soc/portfolio/cyclone-v-soc/overview.html 

■ Arria V SoC Hard Processor System
www.altera.com/products/soc/portfolio/arria-v-soc/overview.html

■ Arria 10 SoC Hard Processor System
www.altera.com/products/soc/portfolio/arria-10-soc/overview.html

■ ARM DS-5 Altera Edition Toolkit
www.altera.com/DS5AE

■ Altera DSP Builder
www.altera.com/products/design-software/model---simulation/dsp-
builder.html

■ Quartus Prime software
www.altera.com/products/design-software/fpga-design/quartus-
prime/overview.html

■ Software Debug
www.altera.com/literature/wp/wp-01198-fpga-software-debug-soc.pdf 

■ Streamline
ds.arm.com/ds-5/optimize/streamline-features

■ DS-5
www.altera.com/devices/processor/arm/cortex-a9/software/proc-arm-
development-suite-5.html 

■ ARM code optimizations
infocenter.arm.com/help/index.jsp?topic=/com.arm.doc.den0018a/index.html

■ ARM compiler settings
infocenter.arm.com/help/index.jsp?topic=/com.arm.doc.dui0472c/BABDGGBI.h
tml

■ ARM Cortex-A53
www.arm.com/products/processors/cortex-a50/cortex-a53-processor.php

■ SoC EDS
www.altera.com/products/design-software/embedded-software-
developers/soc-eds/overview.html

Document Revision History
Table 13 shows the revision history for this document.

Table 13. Document Revision History

Date Version Changes

May 2016 2.0 Update equations and added new figures.

February 2015 1.0 Initial release.
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